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Artificial intelligence in human resource management: Realizing 
its potential and best practices 
 

The dawn of the AI era in human resource management 
The increased availability and ease of use of artificial intelligence (AI) tools promise to streamline and 
enhance human resource (HR) decisions with potential applications in all stages of the employee life 
cycle. However, there remains a large knowledge gap among users of AI about what AI can and cannot 
do and a shortage of guidance regarding best practices for effectively using AI in employment decisions. 

AI is the process of having computers evaluate information in the same way humans do to assist in 
making decisions. Terms like machine learning, random forests, neural nets, bagging, boosting, etc., 
can make it sound more complex than it is.  

In this Insights, we provide an introduction to AI and discuss its potential applications in HR decisions. 
We describe how AI is currently used, the current legal environment regarding the use of AI in HR, and 
best practices when considering adopting AI tools to make HR decisions.  

AI is everywhere and hasn’t gone unnoticed 
With tight labor markets and overextended HR departments, AI is a potentially useful tool for HR 
management. It has applications for all HR decisions over the course of an employee’s tenure, from 
recruitment and hire to separation. AI can be used to whittle applications to those that more closely meet 
the job requirements, to evaluate candidate skills, to assess where to place hires in existing pay ranges, 
to assess performance and readiness for advancement, to suggest remedial actions to avoid loss of 
valuable talent, and to assist during workforce reorganizations. 

Given its promise to streamline many aspects of HR decision-making, it’s not a surprise that many 
employers already use AI tools in HR. As of December 2021, 83% of US companies (90% of Fortune 
500 companies) use artificial intelligence in their hiring decisions, according to Equal Employment 
Opportunity Commission Chair, Charlotte Burrows.1  

The influx of AI in HR decisions is closely monitored by regulators and stakeholders worldwide. In the 
US, federal and state agencies are devoting considerable attention and resources to this topic in the 

 
 

1  “EEOC working to stop artificial intelligence from perpetuating bias in hiring,” Government Matters, December 5, 
2021, https://govmatters.tv/eeoc-working-to-stop-artificial-intelligence-from-perpetuating-bias-in-hiring/. 
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form of increased governance and regulatory activity. For example, the White House recently released 
the “Blueprint for an AI Bill of Rights” providing principles for AI users in the workplace to follow to 
protect the American public.2 The Office of Federal Contract Compliance Programs (OFCCP) and the 
Equal Employment Opportunity Commission (EEOC) have joined forces in their AI and Algorithmic 
Fairness and HIRE initiatives.3,4 Multiple states, including Illinois5 and Maryland,6 have adopted laws 
governing the use of AI in job interviews. At the city level, New York City now requires an audit of AI 
tools within at least one year of its use in hiring and promotion decisions.7  

The penalties for not meeting the requirements of these new laws may be steep. New York City’s AI law 
includes a $500 fine for the first violation and $1,500 for each additional violation, where the fines are 
multiplied by the number of AI tools used and number of days the employer is in violation.8 

There has been a regulatory response for a reason; AI is a new and not well understood tool, and this 
has created concerns about AI potentially disadvantaging certain groups of employees. If AI is used 
naively in HR decisions, it could be an unintended trojan horse for class action lawsuits. Employers 
need to approach AI with the same level of due diligence and preparation afforded to any major 
business decision that impacts the entire organization.  

The promise of AI 
AI for HR purposes is, in practice, a data management and statistical tool. Where a typical labor 
economist or econometrician may focus on estimating how an input affects an outcome (e.g., how and 
why does prior relevant experience impact starting salary?), a computer scientist implementing AI would 
be concerned with how well a machine algorithm predicts an outcome given inputs (e.g., how well does 
the model predict starting salary if I include prior relevant experience as an input?).9 Both are valid 
objectives and use similar tools,10 but they answer different questions. 

The primary objective of machine learning is to make predictions that are as close as possible to the 
decisions a human would make. The reasons for these predictions, the why, are of secondary 

 
 

2  “Blueprint for an AI Bill of Rights,” Office of Science and Technology, the White House, 
https://www.whitehouse.gov/ostp/ai-bill-of-rights/. 

3  US Equal Employment Opportunity Commission, “READOUT: EEOC and US DOL’s OFCCP hosted A.I. and 
Algorithmic Fairness and HIRE Initiatives roundtable – National Artificial Intelligence Initiative,” press release, 
September 19, 2022, https://www.eeoc.gov/newsroom/readout-eeoc-and-us-dols-ofccp-hosted-ai-and-
algorithmic-fairness-and-hire-initiatives. 

4  Artificial Intelligence and Algorithmic Fairness Initiative, US Equal Employment Opportunity Commission, 
https://www.eeoc.gov/ai.  

5  EMPLOYMENT (820 ILCS 42/) Artificial Intelligence Video Interview Act, Illinois General Assembly, 
https://www.ilga.gov/legislation/ilcs/ilcs3.asp?ActID=4015&ChapterID=68. 

6  Department of Legislative Services, Maryland General Assembly 2020 Session, Fiscal and Policy Note, House 
Bill 1202, Labor and Employment — Use of Facial Recognition Services – Prohibition, 
https://mgaleg.maryland.gov/2020RS/fnotes/bil_0002/hb1202.pdf. 

7  The New York City Counsel, A Local Law to amend the administrative code of the city of New York, in relation to 
automated employment decision tools, December 11, 2021, 
https://legistar.council.nyc.gov/LegislationDetail.aspx?ID=4344524&GUID=B051915D-A9AC-451E-81F8-
6596032FA3F9&Options=Advanced&Search. 

8 J. Edward Moreno, “New York City AI Bias Law Charts New Territory for Employers,” August 29, 2022, 
Bloomberg News, https://news.bloomberglaw.com/daily-labor-report/new-york-city-ai-bias-law-charts-new-
territory-for-employers.  

9  Mullainathan, Sendhil and Jann Spiess. 2017. Machine Learning: An Applied Econometric Approach. Journal of 
Economic Perspectives 31, no. 2. pp. 87–106. 

10  Hofman, J. M. et al. 2021. Integrating explanation and prediction in computational social science. Nature 595, 
181–188. 
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importance in the machine learning algorithm. A labor economist, on the other hand, would be more 
interested in the causal connection between prior relevant experience and starting salary (e.g., prior 
relevant experience helps predict fit for the role or future performance). 

Let’s consider the example of setting starting pay. A hiring manager uses several points of information to 
decide the starting pay of a prospective new hire. These may include the salaries of employees currently 
employed in that position; the educational background, skills, and prior relevant experience of the 
prospective employee; as well as broader labor market conditions. These inputs, called “predictors” or 
“features” in machine learning, can be any measured data points deemed relevant. Just as a hiring 
manager would take all this information into consideration when determining starting pay, AI algorithms 
are “trained” to use this information to predict starting salary. 

Training for AI algorithms is the process of identifying data features that best predict the outcome of 
interest. This training requires data containing previous outcomes and features that may predict those 
outcomes. This data is typically randomly split into a training sample and a “hold-out” sample. The 
training sample is, as its name indicates, used to train the AI. There are many methods and models to 
accomplish this,11 but essentially you are telling the machine the outcome as well as all the features that 
may predict that outcome. The machine, depending on the specific machine-learning technique 
employed, then determines which features are more strongly associated with the particular outcome.  

Once the relationships between features and the outcomes have been estimated by the model on the 
training sample, that model is used to make out-of-sample predictions in the hold-out sample. This will 
provide the opportunity to improve the AI model’s fit both within the training sample and the hold-out 
sample.12 The trained AI model is now ready for use on additional out-of-sample data where the 
outcome is unknown. 

In our setting starting salary example, the training data would be a sample of previous hires. The 
features used to train the AI tool may include information on previous hires such as words on their 
resumes (for example, “bachelor’s,” “GPA 4.0,” etc.), input from interviewers of the prospective 
employee, and the salary range of the position. A critical part of the training data is the outcome, or the 
actual starting salary of these previous hires. Once the data is prepared, the analyst would then use AI 
to train a model that determines the best fit between the features and the outcomes observed in the 
training data. This trained AI is then tested on the hold-out sample to determine how well the model 
predicts outcomes out-of-sample. Once the analyst is satisfied with the within and out-of-sample 
predictions of the AI model, the model can make predictions on additional out-of-sample data, such as 
the next round of new hires. 

Training AI tools is a dynamic process. As new data comes in or HR needs change, the predictions from 
the model need to be carefully reviewed to determine whether the model should be reformulated. For 
example, if your current recruitment efforts seek candidates with a skill that was not previously relevant, 
an AI tool trained on data for prior groups of applicants could miss the best current candidates.  

AI tools need good and complete data to be useful 
GIGO (garbage in, garbage out) is a common concept in computer science and speaks to the reality that 
any AI tool is only as good as the data used to train it. There are several famous examples where an AI 

 
 

11  For a more detailed discussion see: Varian, Hal R. 2014. Big Data New Tricks for Econometrics. Journal of 
Economic Perspectives 28, no. 2. pp. 3–28; and Nosratabadi, S.; Mosavi, A.; Duan, P.; Ghamisi, P. Data 
science in economics. Mathematics 2020, 8, 1–22. 

12  Athey S (2018) The impact of machine learning on economics. Agrawal AK, Gans J, Goldfarb A, eds. The 
Economics of Artificial Intelligence: An Agenda (National Bureau of Economic Research, Cambridge, MA). 
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tool failed to work properly because of bad or incomplete data inputs. Simple and traditional data 
preparation routines, such as properly cropping images, could improve tremendously the performance of 
even the most advanced AI image classification tool. In other words, AI tools and careful and thorough 
data preparation techniques are complements, not substitutes. 

More recently, an MIT study documented systemic issues in face-recognition software. The AI tools 
reviewed in this study were 49 times more likely to make identification mistakes for dark-skinned women 
than for white males. This and similar findings from related studies apparently arise from the training of 
these AI tools on databases of mostly white male faces. The AI tools learn to identify white male faces at 
the expense of all other groups.13 

Realizing the benefits of AI tools in HR 
When used appropriately, AI HR tools can be invaluable sources of cost and time savings for employers 
during this period of turbulent labor markets and economic uncertainty. However, as we discussed 
above, any data analysis technique needs accurate and complete data inputs and a thorough 
understanding of the process under study to ensure relevant output.  

Incomplete or incorrect data can easily trip up the most advanced AI techniques and make it render bad 
output. Avoiding reliance on irrelevant or incorrect output and avoiding the creation of legal risk is a 
great incentive to thoroughly vet the use of AI tools. Legal risk arises when incorrect output is correlated 
with a protected characteristic such as gender, ethnicity/race, age, disability status, etc. 

To avoid common pitfalls associated with AI in HR, we summarize below best practices for practitioners 
to keep in mind when integrating AI into their HR management systems. These recommendations will be 
familiar to those who have used statistical analyses in their HR processes. 

1. Understand your goals 

Before diving into AI, you must know what you want to accomplish. Whether your intention is to 
completely rely on AI for making HR decisions or use it as an input in conjunction with human decision 
makers, your approach might differ. Legal considerations will affect this decision (e.g., see New York 
City law).14 

Before embarking on AI, know which type of AI you intend to use and how much you intend to rely on its 
decisions. Know which HR processes you intend to use AI for and research a vendor who will work with 
you to achieve your goals. Be suspicious of black-box, one-size-fits-all AI solutions. 

2. Understand your data 

As with any data-driven exercise, the output is only as good as its input. In the realm of HR, an AI model 
trained using biased or incorrect data will result in poor predictions if employers are not careful in its 
implementation. Knowing your data is key. Data is not just rows in a spreadsheet—your company’s 
policies and practices are also key data inputs. 

In hiring, this could mean ensuring you only use up-to-date resumes to train your AI model and have 
accurate records of why (or why not) certain candidates were hired and where they were hired to in the 
 

 
13 Irina Ivanova, “Why Face-Recognition Technology has a Bias Problem,” June 12, 2020, CBS News, 

https://www.cbsnews.com/news/facial-recognition-systems-racism-protests-police-bias/. 
14 The New York City Counsel, A Local Law to amend the administrative code of the city of New York, in relation to 

automated employment decision tools, December 11, 2021, 
https://legistar.council.nyc.gov/LegislationDetail.aspx?ID=4344524&GUID=B051915D-A9AC-451E-81F8-
6596032FA3F9&Options=Advanced&Search. 
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company. Also be aware that an AI model trained to select analysts may look very different than one 
trained to select managing directors. Context matters. 

It is especially important to make sure your employee data is accurate and kept up-to-date if you intend 
to use it for training AI. For example, it is important for tenure, experience, and job performance 
measures to be correctly recorded for use in predicting pay or raise amounts.  

3. Understand and stress-test your results 

In development of your AI model, be sure to scrutinize the results both for the training sample and the 
hold-out sample and determine whether the out-of-sample predictions on the hold-out sample make 
sense. Be wary of recommendations to blindly trust the results of the AI algorithm. 

As you begin using AI on new data that are 100% out-of-sample, again scrutinize the recommendations 
made by AI and ensure they align with your company’s hiring policies and practices and optimally make 
the same recommendations a hiring manager would make. 

4. Evaluate the recommendations from the AI tools for adverse impact (the other AI) 

The New York City law is the first in the nation to require an independent adverse impact analysis of  
HR decisions aided by AI tools.15 Adverse impact means that the decisions from the AI tool affected  
a protected group of individuals (e.g., women) differently than their reference group (e.g., men). For 
example, there is adverse impact if an AI tool recommends hiring more men than expected given their 
representation in the applicant pool. If the AI tool recommendations show adverse impact against a 
protected group, further study is necessary to confirm the finding and identify the source(s) of the 
disparity. 

Final considerations 
AI can be a useful input into HR decisions but should not be uncritically accepted.  

As with any HR decision, we recommend periodically auditing the results of those decisions to identify 
and correct areas of concern before they develop into a larger problem. Such an audit ideally involves 
multiple parties on the employer side (including HR professionals, department leads and managers, and 
IT professionals who are trained and understand the company and its goals) as well as a legal team of 
outside counsel and experts who will allow the audit to be conducted under privilege. 

AI tools have the potential to revolutionize your HR practices for the better. However, they require a firm 
commitment to train the necessary personnel and collect and maintain the required data to ensure its 
proper use. An improper and naïve use of AI could provide the “glue,” a practice or pattern, that binds 
together disparate groups of employees in a class action lawsuit.16 
 

  

 
 

15  J. Edward Moreno, “New York City AI Bias Law Charts New Territory for Employers,” August 29, 2022, 
Bloomberg News, https://news.bloomberglaw.com/daily-labor-report/new-york-city-ai-bias-law-charts-new-
territory-for-employers. 

16  Wal-Mart Stores, Inc. v. Dukes, 564 U.S. 338, 352 (2011). 

https://news.bloomberglaw.com/daily-labor-report/new-york-city-ai-bias-law-charts-new-territory-for-employers
https://news.bloomberglaw.com/daily-labor-report/new-york-city-ai-bias-law-charts-new-territory-for-employers
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About CRA’s Labor & Employment Practice  
CRA provides in-depth analysis, expert reports, testimony, and advisory services to law firms, 
companies—both large and small—and government agencies involved in complex labor and 
employment disputes. We also assist employers by conducting proactive studies of employment and 
contracting practices, monitoring consent decrees and settlement agreements, and designing systems 
to track employment practices. Learn more at www.crai.com/laboremployment. 
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